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Abstract Markov chains (stochastic processes where
probabilities are assigned based on the previous outcome)
are commonly used to examine the transitions between
behavioral states, such as those that occur during foraging
or social interactions. However, relatively little is known
about how well primates can incorporate knowledge about
Markov chains into their behavior. Saccadic eye move-
ments are an example of a simple behavior inXuenced by
information about probability, and thus are good candidates
for testing whether subjects can learn Markov chains. In
addition, when investigating the inXuence of probability on
saccade target selection, the use of Markov chains could
provide an alternative method that avoids confounds pres-
ent in other task designs. To investigate these possibilities,
we evaluated human behavior on a task in which stimulus
reward probabilities were assigned using a Markov chain.
On each trial, the subject selected one of four identical
stimuli by saccade; after selection, feedback indicated the
rewarded stimulus. Each session consisted of 200–600 tri-
als, and on some sessions, the reward magnitude varied. On
sessions with a uniform reward, subjects (n = 6) learned to
select stimuli at a frequency close to reward probability,
which is similar to human behavior on matching or proba-
bility classiWcation tasks. When informed that a Markov
chain assigned reward probabilities, subjects (n = 3)

learned to select the greatest reward probability more of
bringing them close to behavior that maximizes reward. 
sessions where reward magnitude varied across stim
subjects (n = 6) demonstrated preferences for both grea
reward probability and greater reward magnitude, result
in a preference for greater expected value (the produc
reward probability and magnitude). These results dem
strate that Markov chains can be used to dynamically ass
probabilities that are rapidly exploited by human subjec
during saccade target selection.

Keywords Eye movement · Saccade · Selection · 
Markov · Probability

Introduction

Markov chains are stochastic processes in which probab
ties are assigned based on the previous outcome. Bec
of their ability to describe complex sequences of even
Markov chains have many applications, ranging fro
machine learning to modeling population growth. Of parti
ular interest, Markov chain analysis is one of the key me
ods used to understand transitions between bouts
behavior in individuals as well as transitions in soci
dynamics (MacDonald et al. 2000). For example, a simple
Markov chain model, in which foraging behavior depen
upon the level of satiation, has been used to explain w
many animals, including primates, spend more time restin
than foraging (Herbers 1981). Learning based on Markov
chains may be particularly important to social primates
because it would allow them to infer the likely behavior of
other animals based on observation of their current sta
A series of experiments (Kornblum 1968, 1969) used
Markov chains to manipulate target probabilities for manu
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responses, in which humans were explicitly informed about
the underlying statistical structure. However, little is known
about how well humans infer Markovian structure from a
sequence of outcomes.

A strong candidate behavior for testing how well prima-
tes learn from Markov chains are voluntary saccadic eye
movements. A variety of factors inXuence voluntary sac-
cades. Basic visual properties like spatial contrast can make
parts of a scene more likely to be the target of a saccade
(Reinagel and Zador 1999; Peters et al. 2005). Neverthe-
less, top-down or cognitive factors also inXuence voluntary
eye movements. For instance, in the well-known studies of
Yarbus (1967), subjects’ scan paths were very diVerent
when assessing disparate features of the painting such as
the wealth of the Wgures versus their age.

Recent studies have identiWed several top-down factors
that can inXuence saccade preparation, including estimates
of target probability (Carpenter and Williams 1995; Dorris
and Munoz 1998), reward magnitude (Kawagoe et al. 1998;
Ikeda and Hikosaka 2003), and expected value (Milstein
and Dorris 2007). Moreover, neural activity correlated with
target probability has been observed in brain regions
involved in generating saccades (e.g. Basso and Wurtz
1998; Dorris and Munoz 1998; Platt and Glimcher 1999).

In most cases, manipulation of target probability is
related to some other variable that could be responsible for
eVects on saccade reaction time or physiological record-
ings. One confounding factor is that grouping trials into
lengthy blocks with an identical probability distribution
(e.g. Carpenter and Williams 1995; Dorris and Munoz
1998) makes target probability directly related to the fre-
quency of target repetitions. This is a problem because tar-
get repetitions inXuence saccade preparation even when
there is no accompanying change in target probability (Dor-
ris et al. 2000; Fecteau and Munoz 2003). Although it is
possible that repetition eVects are driven entirely by empiri-
cal estimates of local target probability by the subject, other
factors, like motor priming (Hackley and Valle-Inclan
2003), might be responsible for repetition eVects on sac-
cade preparation. Another confounding factor is that chang-
ing the number of potential targets in a visual scene may
alter saccade preparation because of bottom-up changes in
visual processing rather than the top-down inXuence of tar-
get probability. These sensory eVects can be controlled by
presenting blocks of trials with the same stimuli and proba-
bility distribution, but this solution reintroduces the prob-
lems caused by repetition eVects.

Thus, although there is abundant evidence for top-down
inXuences in saccade preparation, it is not clear from previ-
ous studies whether saccade selection can be inXuenced by
probabilities governed by stochastic processes like Markov
chains. Furthermore, Markov chains provide a potential
technique to eliminate the confounds present in other task

designs, because they can be used to control probability
dynamically on a trial-by-trial basis instead of using an
identical probability distribution for each trial.

In the following experiments, we assessed how well
humans learn stimulus reward probabilities from a saccade
selection task in which the probabilities were assigned by a
Markov chain. On some sessions, we also examined the
interactions between reward probabilities and reward mag-
nitudes by varying the size of the reward depending on the
location of the stimulus.

Methods

Subjects

Six naïve adult human subjects participated in these experi-
ments (three women and three men, 22–36 years of age).
Subjects gave their written informed consent, and all proce-
dures were reviewed and approved by the Institutional
Review Board. Each subject participated in seven to eight
sessions, the Wrst of which was a training session, and most
sessions were close to 600 trials long.

General procedures

Subjects sat in a dark room 41 cm from a computer monitor
displaying stimuli at a 75-Hz frame rate. Head movements
were minimized using a bite-bar, and eye movements were
sampled at 240 Hz using a video-based eye tracker (Iscan,
Burlington, MA, USA). Experimental control and data
acquisition were performed by Tempo software package
(ReXective Computing, St Louis, MO, USA), and stimuli
were presented using the Psychophysics Toolbox (Brainard
1997; Pelli 1997) extensions for Matlab (MathWorks,
Natick, MA, USA).

Markov tasks

Subjects performed a saccade selection task among four
identical stimuli. The temporal sequence of stimuli presen-
tation during two experimental trials is illustrated in
Fig. 1a. Subjects began each trial by Wxating a central
0.5 £ 0.5° spot for a randomized 200–400 ms interval. Eye
position was monitored to conWrm that subjects maintained
Wxation within 3° of the central stimulus. After Wxation, the
central spot disappeared with simultaneous appearance of
four identical choice stimuli (discs of 0.4° radius evenly
spaced at an eccentricity of 7° from Wxation). After onset of
the four stimuli, subjects made a saccade directly to the
stimulus location of their choice and were required to Wxate
the stimulus to an accuracy of 3° for 200 ms. Following
selection, the central Wxation spot reappeared, and upon
123
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returning to the Wxation spot, subjects were given visual
and auditory feedback about their choice. Visual feedback
consisted of an image of a coin presented at the rewarded
location with a number indicating the monetary award (in
cents) for that trial; auditory feedback consisted of a 1-s
tone that indicated whether the choice for that trial was cor-
rect (100 Hz incorrect, 200 Hz correct). A correct choice
meant that the subject selected the rewarded location, and
only one stimulus location was rewarded on each trial. This
location was drawn from a uniform probability distribution,
and subsequent rewarded locations were assigned by a
Markov chain. On each trial, the rewarded location was
drawn according to one of four probability distributions,
each of which depended on the rewarded location of the
previous trial (i.e., the state of the Markov chain). Thus, the
rewarded location on each trial transitioned between trials,
and the transition probabilities formed a four by four con-
tingency table such as the one shown in Fig. 1b.

Subjects received speciWc instructions before participat-
ing in the task. First, subjects were shown a schematic of
the task, similar to Fig. 1a, to generally indicate how they
should orient their gaze during each epoch of the task. Sec-
ond, subjects read the following instructions about what to
do during the selection epoch: “On each trial, only one
stimulus will have a reward. Shift your gaze to the stimulus
that you think is most likely to be rewarded.”

Subjects were run under two conditions. In the “uni-
form-reward” condition, correct selections to any of the
choice stimuli yielded a uniform 4-cent reward. In the
“varying-reward” condition, correct selections of the choice
stimuli yielded a reward magnitude of 1, 2, 6, or 8 cents,
dependent only on the location of the choice stimulus. The
assigned magnitudes remained stationary for entire sessions
and were revealed before the start of each session by dis-
playing coins with numbers indicating the monetary award
at each location; the same coins were also used to indicate
the rewarded location during the visual feedback of each
trial. Subjects were paid the greater of their accumulated
reward total or ten dollars for each session.

Contingency tables for each session, each describing the
transition probabilities of a Markov chain, were constructed
in Matlab with several constraints. For all uniform-reward
experiments, the four stimulus locations were assigned
probabilities of 0.0136, 0.0915, 0.2791, and 0.6157, regard-
less of the Markov state. However, each Markov state
assigned each probability to a diVerent location (e.g. see
Fig. 1b). For all varying-reward experiments, the four stim-
ulus locations were assigned probabilities of 0.0444,
0.1494, 0.3037, and 0.5025. The smallest reward probabil-
ity was always assigned to the previously rewarded stimu-
lus to prevent long strings of the same rewarded stimulus.
In addition, the probabilities were assigned so that each
location would be rewarded with a probability of 0.25. For

each subject, by shuZing the transition probabilities, we
ensured that no two sessions shared identical contingency
tables.

After the third session of the uniform-reward task, Wve
of six subjects were asked to describe, by written statement
or diagram, their strategy for making selections during the
task.

Analyses

Saccades were detected using eye velocity and acceleration
criteria (velocity >35° per s, acceleration >700° per s2) and
conWrmed by visual inspection (Krauzlis and Miles 1996).
Saccadic reaction times for each trial were deWned as the
diVerence between the time of Wxation spot oVset and the
time of saccade initiation. Saccade selections for analyses

Fig. 1 Description of the behavioral task. a A schematic for two sam-
ple trials of the saccade task. Following Wxation of a white spot, sub-
jects were given, up to 1 s, to initiate a saccade directly to the stimulus
of their choice. Upon oVset of the choice stimuli, subjects returned to
Wxation, which triggered visual feedback of the reward location and
magnitude and auditory feedback indicating whether they selected the
rewarded stimulus. A blank screen marked transition to the next trial.
Sessions were comprised of at least 200 trials and typically lasted from
500 to 600 trials. Because stimuli were identical, subjects could only
determine the next stimulus by using estimates of reward probability.
b A sample probability distribution and Markov chain. The stimulus
diagram on the right shows the reward probabilities of each stimulus
location for a trial following a reward at location 1. The full structure
of the Markov chain is given by the accompanying contingency table,
which provides the reward probabilities for trials following a reward at
any of the four locations. The probabilities were assigned such that
each stimulus location had a reward probability of 0.25 over the course
of a session
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were determined by calculating the closest stimulus to the
saccade end point.

To determine how quickly performance, on average,
improved to better than chance, binomial distributions were
Wt to the fraction of correct selections binned across ses-
sions for each trial, and we determined the Wrst trial which
was signiWcantly greater than performance expected by
chance. To determine if subject performance improved
across sessions, binomial distributions were also used to
describe the fraction of correct selections binned across the
Wrst and Wnal 100 trials of each session; no signiWcant
diVerences in performance were found between these
epochs, so full data sets were used for analyses. As
described in the results, in an additional set of experiments
we informed naïve subjects that a Markov chain assigned
reward probabilities; signiWcant improvements in the frac-
tion of correct selections between the Wrst and Wnal 100 tri-
als were found for the “informed” subjects, so only the last
100 trials were used for further analyses.

For each session, correlation between reward probabili-
ties and the fraction of subject selections of each reward
probability were calculated, and a bootstrap procedure
using 1,000 replicates was used to test signiWcance (Efron
and Tibshirani 1998). A Wilcoxon rank sum test was used
to determine if subjects made signiWcantly more selections
of the greatest reward probability in sessions after they
were informed than in sessions when they were naïve. A
chi-square goodness of Wt was used to test if selections
were signiWcantly diVerent from a uniform distribution.

To test for signiWcant eVects of reward probability on
saccade reaction times, one-way ANOVAs were performed
separately for each subject with saccade reaction times
grouped by reward probability. The data set for each sub-
ject included all uniform-reward session where the subject
was naïve about the Markov task. Correlation coeYcients
between reward probability and mean saccade reaction
times were also calculated, and a bootstrap procedure, as
described above, was used to test for signiWcance.

Statistical dependence between subject selections and
Markov states was assessed by estimating mutual informa-
tion (Cover and Thomas 1991), and conWdence intervals for
mutual information were constructed by a bootstrap proce-
dure. Statistical dependence expected by chance was calcu-
lated by estimating mutual information after scrambling the
relationship between Markov states and subject selections;
this was done 1,000 times for each session, and the result-
ing distributions were used to calculate a one-tailed 95%
conWdence interval. A Wilcoxon rank sum test was used to
compare the mutual information content of all sessions with
naïve subjects to the mutual information content of all ses-
sions with informed subjects.

To test if subjects improved their reward accumulation
over the course of varying-reward sessions, we compared

the accumulated reward in the Wrst and Wnal 100 trials of
each session, again using a bootstrap procedure. Full data-
sets were used for further analyses when no signiWcant
change in performance within a session was found. If a sig-
niWcant diVerence in performance was observed, only the
latter half of the session was used for calculating the frac-
tion of trials selected by reward probability, reward magni-
tude, and expected value (the product of reward probability
and magnitude). A Wilcoxon rank sum test was used to
assess whether the numbers of choices related to reward
probability, reward magnitude and expected value were sig-
niWcantly diVerent from each other.

Results

The reward probabilities assigned by the Markov chains
consistently and signiWcantly inXuenced the distribution of
saccade selections with no consistent eVect on saccade
reaction time (see Table 1). Therefore the rest of the
“Results” section focuses on examining the subjects’
choice behavior.

The time-course of learning from a Markov chain

For the uniform-reward experiment, in which reward prob-
abilities were assigned by the Markov state but reward
magnitudes were uniform across all stimuli, individual ses-
sions indicated that subjects made use of the underlying
Markov statistics when selecting targets. Figure 2a, plots
the locations of the Wrst 200 selected stimuli of a typical
session for two subjects. The Markov chains were designed
so that each stimulus location would be rewarded with a
probability of 0.25. Accordingly, subjects exhibited no
obvious pattern of preference for particular stimulus loca-
tions. However, sorting the subject selections by reward
probability, shown in Fig. 2b, reveals a preference for
higher reward probabilities. Figure 2c illustrates how well
subjects accumulated rewards over the course of the sample
session by plotting the fraction of correct (rewarded) selec-
tions in a running boxcar of 20 trials. Within the Wrst 20 tri-
als, the fraction correct rises above the 0.25 value, expected
by chance, and remains elevated throughout most of the
session.

To examine the course of learning at the timescale of a
few trials, we calculated the fraction of correct selections
across all uniform-reward sessions for all subjects.
Figure 3a shows the fraction of correct selections in bins of
four trials, with 95% one-tailed conWdence intervals, and
Fig. 3b provides a closer view of the Wrst 30 trials. By the
second bin of four trials, subject performance was signiW-
cantly above the 0.25 fraction correct expected by chance,
and remained signiWcant for most of the subsequent trials.
123
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Thus, learning from the Markov chains in our task occurred
very quickly.

In contrast to the rapid learning observed at the start of a
session, there was no signiWcant improvement in subject
performance over the rest of the session. Figure 4 quantiWes
performance for each of the six subjects by plotting the
fraction of correct selections in a running boxcar over the
course of each session (three sessions per subject). As
expected by the rapid improvement of performance shown
in Fig. 3, the fraction of correct selections for each session
was signiWcantly greater than the fraction correct expected
by chance (P < 0.05). However, subject performance
remained fairly steady over the course of individual ses-
sions. After the initial rapid learning, there were no signiW-
cant changes in the fraction of correct selections between
the beginning and the end of a session for any of the sub-
jects (comparison of binomial distributions of the Wrst 100
trials and last 100 trials, P > 0.05 for all sessions). Due to

the absence of signiWcant changes in performance beyond
the rapid improvement at the start of each session, all trials
from each session were pooled for subsequent analyses.

Table 1 Saccade reaction times by reward probability

Summary of saccade reaction time (SRT) data. One-way ANOVAs of
saccade reaction times grouped by reward probability indicate that re-
ward probability accounts for a signiWcant amount of variance for two
subjects. Only one subject, B, had a signiWcant correlation between re-
ward probability and mean saccade reaction time

* Statistical signiWcance at the 0.05 level

Subject Reward 
probability

Mean 
SRT (ms)

n ANOVA 
P value

Correlation

A 0.01 284 94 0.03* ¡0.64

0.09 264 421

0.28 273 519

0.62 262 670

B 0.01 311 52 0.002* ¡0.79*

0.09 295 260

0.28 274 552

0.62 278 826

D 0.01 297 17 0.20 ¡0.55

0.09 303 390

0.28 289 552

0.62 293 826

J 0.01 326 12 0.13 ¡0.70

0.09 281 284

0.28 268 478

0.62 269 923

K 0.01 117 1 0.22 +0.52

0.09 246 76

0.28 233 102

0.62 234 385

T 0.01 154 5 0.49 +0.54

0.09 184 271

0.28 184 604

0.62 182 667

Fig. 2 Sample behavior on the Markov task. The Wrst 200 saccade
selections from two sample sessions plotted by a the location of the
stimulus and b the reward probability. c Fraction correct was also cal-
culated for each session by taking the fraction of rewarded selections
over the previous 20 trials. The upper dashed line indicates the greatest
reward probability, and the lower dashed line indicates the fraction
correct expected by chance

A

C

B

Fig. 3 The average time course of learning. a The black line shows the
mean fraction of correct selections, averaged over all uniform-reward
sessions, and binned into four trial samples. One-tailed 95% conW-
dence intervals for each bin are provided by the gray line. b A separate
plot is dedicated to the Wrst 30 trials of the task. The fraction of correct
selections is signiWcantly greater than chance by the second bin of four
trials, and remains above chance for most of the following trials. Ref-
erence lines are same format as Fig. 2c
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